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Smart Data Analytics (SDA) 
❖ Prof. Dr. Jens Lehmann 

■ Institute for Computer Science , University of Bonn 
■ Fraunhofer Institute for Intelligent Analysis and Information 

Systems (IAIS)  
■ Institute for Applied Computer Science, Leipzig.  

❖Machine learning techniques ("analytics")  for Structured 
knowledge ("smart data") 

Covering the full spectrum of research including theoretical 
foundations, algorithms, prototypes and industrial applications! 
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• Founded in 2016 
• 55 Members: 

– 1 Professor 
– 13 PostDocs 
– 31 PhD Students 
– 11 master students 

• Core topics: 
– Semantic Web 
– AI / ML 

• 10+ awards acquired 
• 3000+ citations / year 
• Collaboration with Fraunhofer IAIS 

 

SDA Group Overview 
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❖ Distributed Semantic Analytics 
➢ Aims to develop scalable analytics algorithms based on Apache Spark and Apache Flink for analysing large scale RDF datasets 

❖ Semantic Question Answering 
➢ Make use of Semantic Web technologies and AI for better and advanced  question answering & dialogue systems 

❖ Structured Machine Learning 
➢ Combines Semantic Web and supervised ML technologies in order to improve both quality and quantity of available knowledge 

❖ Smart Services 
➢ Semantic services and their composition, applications in IoT 

❖ Software Engineering for Data Science 
➢ Researches on how data and software engineering methods can be aligned with Data Science 

❖ Semantic Data Management 
➢ Focuses on Knowledge and data representation, integration, and management based on semantic technologies 

 

 

SDA Group Overview 
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Dr. Damien Graux 
❖ Research Interests :  
➢ Big Data , Data Mining  
➢ Machine Learning, Analytics 
➢ Semantic Web, Structured Machine learning 
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University of Bonn 
• Funded in 1818 - 200th 

anniversary 
• 38000 Students 
• Among the best German 

universities 
• 7 nobel prizes and 3 Fields 

Medal winners 
• THES CS 2018 Ranking: 81 
• 6 Centers of excellence 
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Computer Science Institute 
• New Computer Science Campus uniting previously three CS 

locations 
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Dr. Hajira Jabeen 
❖ Senior Researcher at University of Bonn, since 2016 
❖ Research Interests :  
➢ Big Data , Data Mining  
➢ Machine Learning, Analytics 
➢ Semantic Web, Structured Machine learning 
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Projects — EU H2020 
❖ Big Data Europe, Big Data 
❖ Big Data Ocean, Big Data 
❖ HOBBIT, Big Data 
❖ SLIPO, Big Data 
❖ QROWD, Big Data  
❖ BETTER, Big Data  
❖ QualiChain, Block chain 
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Software Projects 
❖ SANSA - Distributed Semantic Analytics Stack 
❖ AskNow - Question Answering Engine 
❖ DL-Learner - Supervised Machine Learning in RDF / OWL 
❖ LinkedGeoData - RDF version of OpenStreetMap 
❖ DBpedia - Wikipedia Extraction Framework 
❖ DeFacto - Fact Validation Framework 
❖ PyKEEN - A Python library for learning and evaluating 

knowledge graph embeddings 
❖MINTE - Semantic Integration Approach 

11 



Distributed Semantic Analytics 
Members 

• Hajira Jabeen 
• Damien Graux 
• Gezim Sejdiu 
• Heba Allah 
• Rajjat Dadwal 

 

• Claus Stadler 
• Patrick Westphal 
• Afshin Sadeghi 
• Mohammed N. Mami 
• Shimma Ibrahim 
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What is BigData? 
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Big Data 
• Data is extremely 

– Large  
– Complex  
– Does not fit into one memory 
– Traditional algorithms are inadequate 

• Processing 
– Analytics 

• Patterns 
• Trends 
• Interactions 

– Distributed 
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Big Data Dimensions 

http://www.ibmbigdatahub.com/infographic/four-vs-big-data  

15 

http://www.ibmbigdatahub.com/infographic/four-vs-big-data
http://www.ibmbigdatahub.com/infographic/four-vs-big-data
http://www.ibmbigdatahub.com/infographic/four-vs-big-data
http://www.ibmbigdatahub.com/infographic/four-vs-big-data
http://www.ibmbigdatahub.com/infographic/four-vs-big-data
http://www.ibmbigdatahub.com/infographic/four-vs-big-data
http://www.ibmbigdatahub.com/infographic/four-vs-big-data


Big Data landscape (2012) 
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Big Data Ecosystem 
File system HDFS, NFS 

Resource manager Mesos, Yarn 

Coordination Zookeeper 

Data Acquisition Apache Flume, Apache Sqoop 

Data Stores MongoDB, Cassandra, Hbase, Hive 

Data Processing 

● Frameworks Hadoop MapReduce, Apache Spark, Apache Storm, Apache Flink 

● Tools Apache Pig, Apache Hive 

● Libraries SparkR, Apache Mahout, MlLib, etc 

Data Integration 

● Message Passing 

● Managing data heterogeneity 

Apache Kafka 

SemaGrow, Strabon 

Operational Frameworks 

● Monitoring Apache Ambari 
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Cluster Basics 
• Host/Node = Computer 
• Cluster = Two or more hosts connected by an internal high-

speed network 
• There can be several thousands of connected nodes in a cluster 
• Master = small number of hosts reserved to control the rest of 

the cluster 
• Worker = non-master hosts 
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Big Data Architectures 
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Architectures 

• Lambda Architecture 

– Batch / Stream Processing 

• Kappa Architecture 

– A Simplification of Lambda Architecture (everything is a 

stream) 

• Service Oriented Architecture 

– Interaction of multiple services  
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Lambda Architecture  
• Mostly for batch processing 

• Key features 

– Distributed  

• file system for storage 

• Processing 

• Serving  

• long term storage (historical data) 
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Three layers 

• Batch-Layer 

– Large scale long living analytics jobs 

• Speed-Layer/Stream Processing Layer: 

– Fast stream processing jobs 

• Serving Layer:  

– Allow interactive analytics combining above two 
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Lambda Architecture  

26 https://dzone.com/articles/lambda-architecture-with-apache-spark  

https://dzone.com/articles/lambda-architecture-with-apache-spark
https://dzone.com/articles/lambda-architecture-with-apache-spark
https://dzone.com/articles/lambda-architecture-with-apache-spark
https://dzone.com/articles/lambda-architecture-with-apache-spark
https://dzone.com/articles/lambda-architecture-with-apache-spark
https://dzone.com/articles/lambda-architecture-with-apache-spark
https://dzone.com/articles/lambda-architecture-with-apache-spark
https://dzone.com/articles/lambda-architecture-with-apache-spark
https://dzone.com/articles/lambda-architecture-with-apache-spark


Lambda Architecture  
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Kappa Architecture 
• Everything is a stream 

– Distributed ordered event log  
– Stream processing platforms 
– Online Machine learning algorithms 
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Microservice Architecture 
• Not essentially a style 

• Emerged from: 

– Applications as services 

– Availability of Software containers 

– Container resource managers (Docker Swarm, Kubernetes) 

– Flexible  

– Quick deployment of services 
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Microservice Architecture 
• Functions that run in response to various events 
• Scales well and does not require scaling configurations 
• e.g. Amazon Lambda, OpenLambda 
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Distributed Kernels 
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Distributed Kernels 
• Minimally complete set of utilities  

– Distributed resource management 

• Abstraction of the data center/cluster  
– View as a single pool of resources 

• Simplifies execution of distributed systems at scale 
• Ensures 

– High availability 
– Fault tolerance 
– Optimal resource utilization 
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Distributed Kernels 
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• Resource Managers 
– Apache Hadoop YARN 

• Resource manager and Job scheduler in Hadoop 

– Mesos 
•  Open-source project to manage computer clusters 

 

  



YARN (Yet Another Resource Manager)  
• ResourceManager  

– Master daemon  
– Communicates with the client 
– Tracks resources on the cluster 
– Orchestrates work by assigning tasks to NodeManagers 

• NodeManager  
– Worker daemon  
– Launches and tracks processes spawned on worker hosts 

• Application Master 
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YARN (Yet Another Resource Manager)  

https://hadoop.apache.org/docs/current/hadoop-yarn/hadoop-yarn-site/YARN.html  35 
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Apache Mesos 
• Distributed kernel  

– Decentralised management 
– Fault-tolerant cluster management  
– Provides resource isolation  
– Management across a cluster of slave nodes 

• Opposite to virtualization 
– Joins multiple physical resources into a single virtual resource 
– Schedules CPU and memory resources across the cluster in the 

same way the Linux Kernel schedules local resources. 
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Mesos Architecture 

http://mesos.apache.org/documentation/latest/architecture/  37 
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Zoo Keeper 
• A service that enables the cluster to be: 

– Highly available 
– Scalable 
– Distributed 

• Assists in  
– Configuration  
– Consensus  
– Group membership  
– Leader election  
– Naming 
– Coordination  

 38 



Distributed File Systems 
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Distributed File Systems 
• NFS 

– Network File system 

• GFS 
– Google File System 

• HDFS 
– Hadoop Distributed File System  
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Hadoop 
• Open source project  
• Apache Foundation  
• Java 
• Built on Google File System 
• Optimized to handle massive quantities of data 

– Structured 
– Unstructured 
– Semi-structured 

• On commodity hardware 
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Hadoop, Why? 

• Process Multi Petabyte Datasets 
• Reliability in distributed applications 

– Node failure 
• Failure is expected, rather than exceptional 
• The number of nodes in a cluster is not constant 

• Provides a common infrastructure  
– Efficient  
– Reliable  
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Components 

 

 

• Hadoop Resource Manager - YARN 
• Hadoop Distributed File System - HDFS 
• MapReduce (The Computational Framework) 
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Hadoop Distributed File System 
• Very Large Distributed File System 

– 10K nodes, 100 million files, 10 PB 

•  Assumes Commodity Hardware 
– Uses replication to handle hardware failure 
– Detects and recovers from failures 

• Optimized for Batch Processing 
• Runs on heterogeneous OS 
• Minimum intervention 
• Scaling out 
• Fault tolerance 
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Hadoop Distributed File System 

• Single Namespace for entire cluster 
• Data Coherency 

– Write-once-read-many access model 
– Clients can only append to the existing files 

• Files are broken up into blocks 
– Typically 128 MB block size 
– Each block is replicated on multiple DataNodes 
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http://hadoop.apache.org/docs/stable/hadoop-project-dist/hadoop-hdfs/HdfsDesign.html  

HDFS Architecture 
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NameNode  

• Meta-data in Memory 
– List of files 
– List of Blocks for each file 
– List of DataNodes for each block 
– File attributes, e.g creation time, replication factor 

• A Transaction Log 
– Records file creations, file deletions. etc. 
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DataNode 
• A Block Server 

– Stores data in the local file system 
– Stores meta-data of a block (e.g. CRC) 
– Serves data and meta-data to Clients 

• Block Report 
– Periodically sends a report of all existing blocks to the NameNode 

• Facilitates Pipelining of Data 
– Forwards data to other specified DataNodes 
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Block Placement 
• Current Strategy  

– One replica on local node 
– Second replica on a remote rack 
– Third replica on same remote rack 
– Additional replicas are randomly placed 

• Clients read from nearest replica (Location awareness) 
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Hadoop Distributed File System 
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• NameNode: A single point of failure 
– Multiple namenodes using Quorum Journal Manager (QJM) 

• Transaction Log stored in multiple directories 
– A directory on the local file system 
– A directory on a remote file system (NFS/CIFS) 



Summary 
• Distributed Kernels 

– Apache Mesos 

• Resource Manager 
– Hadoop Yarn 

• File System 
– Hadoop Distributed File System 
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Next 
• Distributed Storage 
• Message Passing 
• Searching, Indexing 
• Visualization 
• Analytics 
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References 
• HDFS Documentation 

– https://hadoop.apache.org/docs/stable3/hadoop-project-dist/hadoop-hdfs/HdfsDesign.html  
• Mesos Documentation 

– http://mesos.apache.org/documentation/latest/architecture/  
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